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Abstract

Background Accurately segmenting glomeruli in kidney whole slide images (WSlIs) is essential for advancing
automation in renal pathology but remains challenging in cases of global glomerulosclerosis, where Bowman'’s
capsule boundaries are often unclear. Conventional machine learning (ML) models perform well on normal glomeruli
but struggle with sclerotic cases due to the lack of distinct structural cues. This study investigates the use of the
foundation model segmentation generative pre-trained transformer (SegGPT) to address this limitation.

Methods We conducted experiments at both the patch and WSl levels on a private dataset to evaluate the
performance of SegGPT foundation model against three non-foundation architectures, U-Net, U-Net3+, and
SwinTransformer + U-Net, trained with and without fine-tuning.

Results The study revealed high segmentation performance for normal glomeruli, with non-foundation models
achieving mean Dice similarity coefficient (mDice) scores of up to 0.94. For segmental sclerosis, performance was
moderate, with scores reaching up to 0.73. In contrast, the segmentation of globally sclerotic glomeruli proved
substantially more challenging: Models trained only on normal samples yielded mDice scores below 0.03, and even
with fine-tuning on mixed datasets, WSI-level performance remained limited (mDice < 0.16). With only few annotated
examples, SegGPT demonstrated markedly superior performance in this scenario, achieving up to 0.43 at the WS level
and 0.74 at the patch level. However, its performance under idealized conditions also reveals limitations in clinical
generalization.

Conclusion While conventional models perform well on normal and segmentally sclerotic glomeruli, their
performance declines sharply in globally sclerotic cases, even with fine-tuning. SegGPT showed better generalization
in these challenging scenarios, particularly at the patch level. However, its limited performance at the WSI level
underscores the difficulty of translating patch-level accuracy to full-slide inference, where contextual ambiguity is
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greater. These results expose a persistent gap between controlled experimental setups and real-world conditions,
reinforcing the need for more realistic evaluation protocols to advance clinical applicability.

Keywords Automatic segmentation, Glomerulus, Sclerosis

Background

The structural evaluation of renal biopsies increasingly
relies on digital pathology, where gigapixel WSIs enable
detailed navigation and interpretation of tissue compart-
ments [1-3]. Among these, glomeruli are key diagnos-
tic units — central to the assessment of both active and
chronic kidney injury. In particular, chronic lesions such
as glomerulosclerosis introduce notable variation in glo-
merular morphology, which can directly impact diagnos-
tic accuracy and consistency. Global glomerulosclerosis
reflects the end stage of processes related to aging or
renal injury and primarily indicates chronicity. Segmental
sclerosis also signals chronicity but serves as a diagnostic
or classificatory marker in conditions such as focal seg-
mental glomerulosclerosis (FSGS) and IgA nephropathy.
While global glomerulosclerosis may simply represent
age-related change, segmental sclerosis more often indi-
cates disease. Given its role as a chronicity marker, quan-
tifying globally sclerotic glomeruli is a key first step in
renal biopsy assessment.

Given the diagnostic weight placed on glomerular
assessment, particularly in diseases with heterogeneous
glomerular involvement, several studies have proposed
segmentation frameworks based on ML and deep neural
networks [4—18]. However, most models are trained and
validated on datasets dominated by normal glomeruli
and do not explicitly stratify performance by glomeru-
lar subtype [19-28]. As a result, their reported accuracy
may overestimate clinical utility, particularly in cases of
advanced sclerosis or mixed lesion distribution.

To contextualize the position of our study within the
field, Table 1 summarizes relevant works according to
three inclusion criteria: (i) perform glomerular segmen-
tation, (ii) use WSI-based data, and (iii) are indexed in
PubMed. Among the works reviewed, U-Net and its
variants emerge as the prevailing architectures; stain-
ing protocols most commonly include hematoxylin and
eosin (HE), periodic acid-Schiff (PAS), and periodic
acid-methenamine silver (PAMS); and only a minority of
studies address the two glomerular sclerosis categories:
segmental and global.

The scarcity of public datasets, the low representation
of sclerotic glomeruli, and the high cost of annotation
continue to constrain the development and evaluation
of segmentation models, particularly for lesions that
diverge from canonical glomerular morphology. Even
among studies that include sclerotic glomeruli [4-8, 10,
11], class-specific performance is often underreported,

raising concerns about the applicability of these models
to real-world, heterogeneous renal pathology.

Quantitative analyses focusing on global glomerulo-
sclerosis have been explored in relatively few studies [9,
12, 13]. Jiang et al. [9] analyzed glomeruli with global
sclerosis in comparison to normal glomeruli and those
exhibiting other pathological lesions, such as moder-
ate to severe mesangial hypercellularity or expansion,
crescents, and apparent endothelial proliferation. The
authors used training and test datasets within the same
glomerulus class domain, employing the mean Inter-
section over Union (mIoU) metric to evaluate the three
classes. Similarly, Yu et al. [12] developed a framework
for segmenting glomerular structures (Bowman’s cap-
sule, tuft, and mesangium), two cellular components
(mesangial cells and podocytes), and nine lesion classes
(e.g., adhesion, capsular drop, global sclerosis, hyalino-
sis, mesangial lysis, microaneurysm, nodular sclerosis,
mesangial expansion, and segmental sclerosis) across
human and rodent WSIs. Wang et al. [13] proposed Glo-
Net, a dual-task deep learning (DL) network for simul-
taneous glomerular segmentation and classification in
renal pathology. Their framework was evaluated using
253 PAS-stained WSIs from three independent datasets
(Gulou Hospital, Zhongda Hospital, and the AIDPATH
Project), encompassing ten histological classes, including
crescent, mesangial hyperplasia, normal glomeruli, glob-
ally sclerotic glomeruli, segmentally sclerotic glomeruli,
cellular crescents, fibrous crescents, glomerular sclerosis,
incomplete glomeruli, and other glomerular types.

Those studies have reported strong results in glomeru-
lar segmentation; however, important limitations remain,
particularly in their handling of globally sclerotic glomer-
uli. For instance, Jiang et al. [9] adopted a preprocessing
strategy in which WSIs were cropped into 2048 x 2048-
pixel patches, followed by manual verification to exclude
irrelevant regions and ensure that each glomerulus was
fully contained within a patch. This level of manual cura-
tion likely impacted segmentation performance — a
point that will be further explored in our analysis. Simi-
larly, Yu et al. [12] used 512 x 512-pixel patches derived
from high-magnification scans; although this work do
not explicitly state whether globally sclerosed glomeruli
were manually isolated, their results suggest such an
approach, as segmentation performance on globally scle-
rosed glomeruli was unexpectedly higher than on seg-
mentally sclerosed ones. Wang et al. [13], on the other
hand, observed the expected performance decrease when
segmenting globally sclerosed glomeruli compared to
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Table 1 Summary of related work for glomerulus segmentation. Dashes indicate instances where information was unreported

Year Reference Method #WSI  #Glomerulus Stain Classes Dataset
2018 [4] FCN, M-FCN, U-Net 15 944 PAS Normal, Private
Sclerosis
2018 [5] CNN(VGG-16), LoG, Blob- 48 3867 HE Normal, Private
detection, Linear Regression Sclerosis
2019 [19] SW-CNN, U-Net-S, U-Net-D 24 - PAS - Private
2019 [6] U-Net 60 238 PAS Normal, Private
Sclerosis
2020 [7] U-Net, SegNet + AlexNet 47 1245 PAS Normal, Private
Sclerosis
2020 [8] SegNet, Deeplabv3+ 26 2772 PAS Normal, Private
Sclerosis
2021 [20] Mask-RCNN, U-Net, 61 1334 HE, PAS, - Private
Deeplabv3 PAMS
2021 [9] Cascade Mask-RCNN 348 8665 PAS, PAMS, Normal, Private
TRI Global Sclerosis,
Other Lesions
2021 [21] U-Net 459 1196 HE, PAS, - Private
PAMS, TRI
2021 [22] Modified U-Net 168 2611 PAS - Private
2021 [10] U-Net 258 24,133 HE Normal, Public
Sclerosis
2021 [ U-Net 51 2429 HE, PAS Normal, Public
Sclerosis
2022 [23] DS-FNet 665 5309 HE, PAS, - Public
PAMS, TRI Private
2023 [24] U-Net, U-Net3+, Res-U-Net 60 1430 HE, PAS - Public
DeeplabV3+, MA-Net PAMS Private
2023 [25] Cascade R-CNN 875 23,477 PAS - Private
2023 [26] Omni-Seg 459 1,196 HE PAS - Private
(Residual-U-Net + DoDNet) PAMS TRI
2024 [27] PrPSeg 459 1,196 HE PAS - Private
(Residual-U-Net) PAMS TRI
2024 [28] HATs 459 1,196 HE PAS - Private
(EfficientSAM) PAMSTRI
2024 [12] Glo-In-One-v2 368 23,529 - Normal, Private
(Residual-U-Net) Segmental Sclerosis, Global Sclerosis,
Other Lesions,
2025 [13] Glo-net 253 4,966 PAS Normal, Private
(SwinTransformer + U-Net++) Segmental Sclerosis, Global Sclerosis,
Other Lesions
2025 Ours U-Net, U-Net3+, SwinTrans- 83 800 HE, PAS, Normal, Private
former + U-Net, Fine-tuned PAMS Segmental Sclerosis,
versions, Global Sclerosis
SegGPT
normal and segmentally sclerosed glomeruli. Neverthe- Accurately segmenting globally sclerotic glomeruli

less, their reported performance metrics across all cases
are remarkably high (mIoU>0.8 for globally sclerosed
glomeruli and mloU>0.9 for normal and segmentally
sclerosed glomeruli), which seems inconsistent with the
inherent difficulty of segmenting heavily degraded struc-
tures. This discrepancy raises questions, especially given
the lack of detailed information about their methodology.
Without clarity regarding whether their results relied on
human-assisted preprocessing, it is difficult to fully assess
the validity of their findings.

directly within WSIs remains a significant challenge,
underscoring the need for continued research in more
realistic, whole-slide contexts. Although post-processing
approaches [29] have been proposed to enhance exist-
ing segmentation methods, they cannot overcome severe
failures when a glomerulus is not detected at all — a situ-
ation frequently observed in cases of global sclerosis.
Ideally, segmentation should be performed directly on
WSIs, where glomeruli must be distinguished from sur-
rounding renal structures such as tubules, interstitium,
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and vessels. In contrast, segmentation on cropped images
tends to be simpler, as the glomerulus is centrally located,
visually prominent, and often isolated from confounding
tissue components. Approaches that begin at the WSI
level are better aligned with real-world clinical work-
flows and offer more effective support for pathologists’
decision-making.

In our study, we adopted a less common but clinically
motivated direction: We performed segmentation start-
ing from full WSIs and only later assessed performance
on automatically cropped glomeruli. Both the WSI- and
patch-level segmentations were evaluated using the
mDice. While Dice is known to be more sensitive to small
structures, emphasizing true positives and penalizing
false negatives, IoU tends to be more influenced by false
positives. We prioritized mDice to better reflect perfor-
mance in the context of sclerotic glomeruli, which often
occupy a small and morphologically ambiguous area. The
main contribution of this paper is then to elucidate the
ill-posed problem of automatic glomerulus segmentation,
revealing critical aspects necessary for effectively pav-
ing the way to solve the segmentation problem involving
few examples, difficult-to-label image objects, and highly
unbalanced classes (with a predominance of glomeruli
with well-defined boundaries). To this end, we conducted
experiments on a dataset of histological images from rep-
resentative diagnostic cases, encompassing a variety of
glomeruli, both normal and with sclerotic lesions.

Methods

A clinical-practice-driven approach for sclerotic
glomerulus segmentation

Figure 1 presents examples of glomeruli across a spec-
trum of sclerotic involvement: (a) normal glomerulus, (b)
segmentally sclerotic glomerulus, and (c) globally scle-
rotic glomerulus. While normal and segmentally affected
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glomeruli often retain Bowman’s space and identifiable
nuclear detail, globally sclerotic glomeruli exhibit exten-
sive matrix accumulation, tuft obliteration, and poorly
defined borders, blending into the surrounding intersti-
tium [30]. Such morphological degradation challenges
both manual review and algorithmic segmentation, par-
ticularly when the structural cues used for delineation
are lost. Although existing computational approaches
perform well in segmenting normal glomeruli, they often
fail to generalize to sclerotic phenotypes, especially in
globally sclerotic cases. This gap is clinically relevant, as
reliable glomerular segmentation underpins downstream
analyses such as lesion quantification and pattern classifi-
cation in renal pathology.

The first assumption of our study is that segmentation
must be conducted under similar conditions to pathology
practice, without any manual intervention. Since WSIs of
kidney biopsies are typically gigapixel-sized, the WSIs are
first automatically divided into regular tiles (or patches).
These tiles preserve patient-WSI associations, with all
patches being generated automatically from the original
WSIs.

The proposed framework is illustrated in Fig. 2 and
comprises training and prediction phases. Since this
framework is agnostic regarding the segmentation net-
work and based on the literature review, we employed
four powerful methods: Vanilla U-Net [31], U-Net 3+
[32], SwinTransformer [33] as the backbone of a U-Net,
and SegGPT [34]. The first three models are traditional
supervised DL methods, whereas SegGPT follows an
N-shot learning paradigm, using one or a few reference
query images to guide the segmentation process.

The U-Net is a widely adopted encoder—decoder archi-
tecture in medical image segmentation, characterized
by symmetric skip connections between each encoder
and decoder layer, forming a U-shaped structure.

(c)

Fig.1 Examples of glomeruli (green bounding box) from the WSI data sets. (@) Normal glomerulus — A healthy glomerulus with a well-preserved capillary
tuft, clearly defined Bowman’s space, and Bowman's capsule with defined borders. (b) Segmentally sclerotic glomerulus — A glomerulus showing partial
sclerosis, with less than 100% of the tuft affected. (c) Globally sclerotic glomerulus — A glomerulus with complete (100%) sclerosis of the tuft, confirmed

across serial sections
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Fig. 2 Proposed framework for ensuring comprehensive glomerulus segmentation. Glomeruli are manually annotated by pathologists from human kid-
ney biopsy sections and automatically segmented into patches - these patches serve as inputs for training segmentation networks (agnostically defined
here); the best model from each network is selected to predict the pixel class of the glomeruli in each patch; finally, the resulting masks are generated,

and evaluated using a Dice metric

Several advanced variants of U-Net have been proposed
to enhance its performance. U-Net 3+, for instance, rede-
signs skip connections to aggregate multi-scale features
more effectively by fusing encoder and decoder feature
maps across multiple scales, allowing accurate segmen-
tation with fewer parameters. Another network is the
SwinTransformer, which integrates the SwinTransformer
blocks into the encoder, bottleneck, and decoder stages.
This hybrid model leverages the hierarchical self-atten-
tion mechanisms of transformers to capture long-range
dependencies while preserving the advantages of the
U-Net structure through skip connections. Finally, Seg-
GPT is a generalist model developed for context-aware
segmentation tasks; it is based on a vision transformer
architecture and leverages a foundation model approach.
SegGPT leverages feature representations from a few
query image samples during inference.

To ensure a consistent and realistic evaluation across
all models, we adopted a full-slide inference frame-
work in which each segmenter processes WSIs directly,
without the need for manual cropping into patches (see
Fig. 2). Instead, the WSIs are automatically divided into
overlapping tiles, and segmentation predictions are made
on each tile. A stitching algorithm is then applied to
seamlessly merge the tile-level predictions into a coher-
ent whole-slide segmentation mask. This approach allows
for direct comparison of the models under conditions

that reflect real-world clinical workflows. To support this
evaluation, a specialized dataset of annotated WSIs was
curated by our pathology team, as detailed in the follow-
ing section.

Datasets
The dataset! used in this paper originates from two newly
introduced sets named Normal and Sclerosis. The ‘Nor-
mal’ dataset extends the dataset found in [24], now fea-
turing 45 WSIs (5 patients) of human kidney biopsies.
The ‘Sclerosis’ dataset is newly created and includes 37
human kidney Sect. (33 patients). The ‘Mixed” dataset is
also new and contains 1 human kidney Sect. (1 patient).
The renal biopsies used to build the dataset were fixed in
formalin-acetic acid-alcohol to preserve their histological
structure, later included in paraffin. Images were finally
captured using a VS 110 Olympus scanner with 40x
magnification for the normal dataset, and a Zeiss Imager
Z2 scanner with 20x magnification for the sclerosis and
mixed datasets. The main characteristics of these datas-
ets are summarized in Table 2.

Normal dataset: It comprises 45 high-resolution WSIs
obtained from 5 patients, with tissue Sect. (2 pm thick)
stained using HE, PAS, and PAMS: 15 images per stain.

! To support reproducibility, the dataset will be made available for research
purposes upon request.
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Dataset Stain #WSI # Glomerulus # Glomerulus by class Average Pixels
Train Test Train Test Normal Segmental Global (height x width)
Normal HE 12 3 194 27 221 - - 23,203 10,639
PAS 12 3 149 61 210 - - 22,795%11,075
PAMS 12 3 133 77 210 - - 22,698x 11,825
ALL 36 9 476 165 641 - - 22,899% 11,180
Sclerosis HE - 19 - 71 - 48 23 29,211x15,818
PAS - 18 - 76 - 56 20 26453x 14,193
ALL - 37 - 147 - 104 43 27,869x 15,028

All glomeruli in these slides exhibit normal morphology
with no visible lesions. For model development, 36 WSIs
from 4 patients (12 per stain) were used for training, and
9 WSIs from the remaining patient (3 per stain) were
reserved for testing. This split preserves balanced stain
distribution across both sets and reflects the entirety of
the available data (3 sections per patient x 5 patients).

Sclerosis dataset: The dataset consists of 37 high-
resolution WSIs from 33 patients diagnosed with FSGS,
using 2 um-thick sections stained with either HE or
PAS. The glomeruli in these slides exhibit segmental or
global glomerulosclerosis. For model testing, all available
slides were used: 19 HE-stained WSIs (from 15 HE-only
patients and 4 patients with both stains) and 18 PAS-
stained WSIs (from 14 PAS-only patients and the same 4
with both stains), totaling 37 WSIs.

Mixed dataset: The dataset includes a single high-
resolution WSI from one patient, stained with HE on
2 um-thick tissue sections. Glomeruli within this slide
are categorized into three classes: normal, segmental
sclerosis, and global sclerosis. This WSI was used exclu-
sively for training via fine-tuning and for class calibration
in the SegGPT model.

For per-crop evaluation, 12 glomerular patches were
manually extracted from the mixed dataset, comprising 4
patches per class.

Implementation details

U-Net, U-Net 3+, SwinTransformer+ U-Net, and Seg-
GPT methods were implemented using the PyTorch
framework [35] version 1.9.1. The initial setup involved
loading all networks with weights pre-trained on the
Human BioMolecular Atlas Program (HuBMAP) dataset
[36]. The network models were trained across 30 epochs
with a batch size of 8, a warm-up learning rate scheduler
at a maximum of 0.0001, and a weight decay of 0.00001,
using a loss that combines binary cross-entropy (BCE)
[37] and Lovasz [38] loss functions. During network
training, the best-performing epoch was selected based
on the highest Dice score and the lowest combined loss
value. The WSIs were automatically tiled into patches
of 1,024 x 1,024 pixels, with a padding size of 256 pix-
els. To manage the high memory footprint and enhance

training speed, each patch was resized to 320 x 320 pix-
els before being used for training. All experiments were
run on a laptop with AMD Ryzen 5 3600, 32GB RAM,
and a GeForce RTX 3080 NVIDIA GPU containing 10GB
of memory. The pre-trained weights were fine-tuned on
the top layers, aiming to keep the rich features previously
learned. To increase input variability during training, we
applied the following online data augmentation tech-
niques: resizing, horizontal and vertical flipping, random
90-degree rotations, shift-scale-rotate, Gaussian noise,
Gaussian blur, random brightness/contrast adjustments,
and random changes in hue and saturation.

Results

Given that normal glomeruli (see Fig. 1a) represent the
majority in our dataset, we aim to demonstrate that this
type of canonical glomerulus can aid in the segmentation
of glomeruli affected by segmental glomerulosclerosis
(see Fig. 1b). However, this convenience does not neces-
sarily extend to glomeruli affected by global sclerosis (see
Fig. 1c), even when a fine-tuning strategy is applied to
samples of globally sclerotic glomeruli.

The primary goal of this study is to work within the
framework depicted in Fig. 2. Additionally, we performed
a per-crop evaluation following [9], in which the models
were tested on individual glomerulus patches extracted
from WSIs. This complementary analysis serves two pur-
poses: First, it isolates the segmentation task from the
challenges of glomerulus localization within the com-
plex WSI background, allowing us to assess the intrinsic
ability of each model to delineate glomerular boundar-
ies; second, it provides an upper bound on segmentation
performance under idealized conditions, where the tar-
get structure is fully contained within the input and free
from distracting contextual features such as interstitium,
vessels, or staining artifacts. By contrasting per-crop
and WSI-level results, we can better understand the gap
between model capability in controlled settings and their
robustness in realistic diagnostic scenarios.

Considering the splits defined in Tables 2, 3, 4 and 5,
and 6 summarize the results found by our proposed
study. The metric used to assess the performance was
mDice. The Dice score is calculated as twice the area of
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Table 3 Mean+standard deviation of dice scores evaluated
on the normal WS test set. Results are presented for three
segmentation networks trained on the normal training set,
as well as for the SegGPT model using 6 (2 per class: normal,
segmental, Global) and 12 (4 per class) query examples

Stain  U-Net U-Net3+ SwinTrans- SegGPT#6 SegG-
form- PT#12
er+U-Net

HE 0.923 0.864 0.935 0.891 0.804

(£0.014)  (£0.022)  (+0.008) (£0.109) (+£0.299)

PAS 0915 0.931 0.907 0.728 0.711

(£0.005)  (£0.022) (+0.009) (£0.317) (£0.292)
PAMS  0.937 0.926 0.850 0.776 0.805

(+£0.006) (+0.006)  (+0.048) (£0.272) (£0.194)
ALL 0.919 0.908 0918 0.798 0.774

(£0.018) (+0.028)  (+0.033) (£0.251) (+£0.261)

Table 4 Mean+standard deviation of dice scores evaluated
on the segmental WSI test set. Results are presented for three
segmentation networks trained on the normal training set,
as well as for the SegGPT model using 6 (2 per class: normal,
segmental and Global) and 12 (4 per class) query examples

Stain U-Net U-Net3+ Swin- SegGPT#6  SegG-
Trans- PT#12
form-
er+U-Net

HE 0.720 0.575 0.650 0.508 0.646

(£0.192) (+0.131) (£0.150) (£0.448) (£0.343)

PAS  0.730 0.643 0.702 0.548 0.593

(£0.197) (£0.184) (£0.156) (+£0.355) (£0.335)
ALL  0.728 0.667 0.675 0.529 0618
(£0.163) (+£0.163) (£0.186) (+0.310) (+0.336)

Table 5 Mean +standard deviation of dice scores for globally
sclerotic glomerulus segmentation, evaluated on the global
sclerosis WSI test set. Results are shown for three segmentation
networks trained on the normal training set, without fine-tuning

Input Stain  U-Net U-Net3+ SwinTransformer+U-Net
WSl HE 0.020 0.000 0.000
(£0.018)  (+0.000) (+0.000)
PAS 0.002 0.027 0.017
(£0.001)  (£0.022) (£0.011)
ALL 0.005 0.020 0.004
(£0.002) (£0.013)  (£0.002)
Per-crop  HE 0.000 0.000 0.035
(£0.000) (£0.000) (+0.164)
PAS 0.087 0.225 0.002
(£0268) (+0.282) (+0.010)
ALL 0.084 0.059 0.001
(£0.265)  (£0.204)  (£0.009)

overlap between the predicted and ground truth regions,
divided by the total number of pixels in both regions.
This metric quantifies the similarity between two sets,
P and G, where P represents the predicted pixels, and
G represents the ground-truth pixels. The Dice score
is determined by comparing the overlap between the
two sets, denoted as PG (the number of pixels common
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to both predicted and ground truth sets), with the total
number of pixels in P and G.

Tables 3 and 4 present the evaluation of the three seg-
menters trained on normal glomeruli and tested on nor-
mal and segmentally sclerotic glomeruli, respectively. The
results show that any of the network models were able
to reach state-of-the-art (SOTA) performance, either for
testing over normal (considering U-Net, U-Net 3+, and
SwinTransformer + U-Net; average mDice of 0.937, 0.931,
and 0.935, respectively) or segmentally sclerotic glomer-
ulus (considering U-Net and SwinTransformer + U-Net;
average mDice of 0.730 and 0.702, respectively).

As shown in Tables 5 and 6, all three DL models,
U-Net, U-Net 3+, and SwinTransformer+ U-Net, per-
formed poorly in segmenting globally sclerotic glomeruli,
regardless of whether fine-tuning was applied in the WSI
segmentation task. Notably, U-Net 3+and SwinTrans-
former + U-Net both recorded mDice scores of zero when
trained exclusively on normal glomeruli and evaluated on
globally sclerotic cases. In contrast, the foundation model
SegGPT achieved substantially better results. When
provided with six query examples (two per class: nor-
mal, segmental, and global), SegGPT reached an average
mDice of 0.285, which further improved to 0.428 when
using twelve examples (four per class). An illustrative
example of the latter setup is shown in Fig. 3. Addition-
ally, Figs. 4 and 5 present cases where SegGPT performed
remarkably well and, by contrast, cases where it failed
entirely to segment the glomeruli.

Discussion

As shown in Table 2, the number of glomeruli with global
sclerosis per WSI is very small. Consequently, model
performance on WSIs containing only globally sclerotic
glomeruli remains consistently poor for supervised ML
models, regardless of whether fine-tuning was applied
using HE-stained patches. In most cases, the models
fail to even localize these glomeruli, as reflected by Dice
scores approaching zero (check Tables 5 and 6). Jiang et
al. [9] addressed this limitation by manually cropping
individual glomeruli from WSIs and using those patches
for training, which simplifies the segmentation task but
compromises clinical applicability and generalization to
full-slide analysis.

As previously noted, Fig. 3 illustrates an example of
the twelve-query setup and provides a qualitative assess-
ment of SegGPT’s segmentation performance for globally
sclerotic glomeruli at the WSI level, complementing the
quantitative results in Table 6. In this evaluation, SegGPT
was prompted with six or twelve annotated query exam-
ples spanning three glomerular classes (normal, segmen-
tal sclerosis, and global sclerosis) and tested on WSIs
containing globally sclerotic glomeruli.
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Table 6 Mean+standard deviation of dice scores for globally sclerotic glomerulus segmentation, evaluated on the global sclerosis
WSl test set. Columns 3-5 report scores for three networks fine-tuned on the mixed dataset, using pre-trained weights from the
normal training set (see section Datasets). Columns 6-7 present results for the SegGPT model using 6 and 12 query examples, which

leverage feature representations retrieved from the mixed dataset

Input Stain Fine-tuning SegGPT#6 SegGPT#12
U-Net U-Net3+ SwinTransformer + U-Net
WSI HE 0.066 0.000 0.000 0.285 0.428
(£0.054) (£0.000) (£0.000) (£0.428) (+£0.258)
PAS 0011 0.151 0.131 0.098 0.366
(£0.009) (£0.039) (£0.041) (£0.288) (+£0.261)
ALL 0.041 0.124 0.034 0.198 0.400
(£0.013) (£0.033) (£0.015) (£0.378) (+£0.255)
Per-crop HE 0420 0.386 0.112 0.740 0.742
(£0.142) (£0.108) (£0.110) (£0.329) (+£0.350)
PAS 0448 0461 0.224 0.566 0.654
(£0.201) (£0.126) (£0.203) (£0.404) (+£0.363)
ALL 0.587 0.330 0.121 0.661 0.701
(£0.284) (£0.150) (£0.114) (£0.373) (+£0.354)

In the HE-stained WSI (Fig. 3a), only one globally
sclerotic glomerulus is present. SegGPT successfully
detected and segmented it, as shown by the green true-
positive mask. The zoomed-in view reveals that the seg-
mentation overlaps well with the ground truth, with only
minor areas of false-negative pixels (red) along the glo-
merular border. This output illustrates the model’s capac-
ity to localize isolated sclerotic glomeruli when provided
with high-contrast morphological cues and minimal
tissue interference. In contrast, the PAS-stained WSI
(Fig. 3b) highlights some of the challenges inherent to
inference in more complex or ambiguous tissue contexts.
The WSI-level output shows two correctly identified
glomeruli (green masks), alongside two missed glomeruli
(red masks, false negatives) and one spurious detection
(yellow mask, false positive). The zoomed patch further
illustrates a nuanced case where one glomerulus was
entirely missed, while the adjacent glomerulus was par-
tially segmented — with a dominant true-positive region
but overlapping false-positive and false-negative areas.
This example demonstrates how SegGPT can approxi-
mate the glomerular boundary but may struggle with
precise delineation in densely packed or morphologically
ambiguous regions.

Tables 5 and 6 also present the results of extending our
evaluation framework to per-crop inputs specifically tar-
geting globally sclerotic glomeruli. The highest perfor-
mance was achieved by the SegGPT foundation model
when using twelve query examples, with an average Dice
score of 0.742. While this result demonstrates strong seg-
mentation capability at the patch level, it does not imply
immediate clinical generalization. In the per-crop set-
ting, the glomerulus is already fully contained, centered,
and visually prominent, with minimal interference from
surrounding renal structures. In real-world diagnostic
workflows, models must locate and delineate glomeruli

directly within the full-slide context, where variability in
staining, background tissue, artifacts, and overlapping
structures significantly increases the challenge.

Still in per-crop analyses, U-Net, U-Net 3+, and Swin-
Transformer + U-Net achieved average Dice scores of
0.587, 0.461, and 0.224, respectively. These models were
fine-tuned using weights from the initial framework and
trained exclusively on the Mixed dataset, which com-
prises cropped glomeruli across the three lesion types
(see Section Datasets). It is noteworthy that without
fine-tuning, all non-foundation models failed to segment
globally sclerotic glomeruli, producing Dice scores of
Zero or near zero.

Figures 4 and 5 illustrate the best and worst examples
of per-crop segmentation by SegGPT. In Fig. 4, all three
staining protocols yielded visually consistent results, with
true-positive segmentations clearly highlighted in green,
minimal false positives in yellow, and few false negatives
in red. In contrast, Fig. 5 presents cases that were marked
by a lack of true-positive segmentation, accompanied by
false negatives (red) and false positives (yellow), particu-
larly in areas outside the glomerular boundary.

Limitations

A limitation of this study is the intentional underrepre-
sentation of globally sclerotic glomeruli in our dataset.
This design choice was made to evaluate how conven-
tional supervised segmentation methods perform when
trained on limited examples of this lesion type, thereby
mimicking the scarcity of global sclerosis in routine renal
pathology. While this allowed us to test the robustness
of these models under realistic data constraints, it also
means that the reported results may not fully reflect
performance in settings with more balanced lesion
distributions.
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(b)
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Fig.3 Example outputs from SegGPT's WSI-level segmentation of globally sclerotic glomeruli: (@) HE-stained WSI and zoomed patch: The zoomed patch
shows detailed true-positive pixels (green) with minimal false negatives (red). (b) PAS-stained WSI and zoomed patch: The WSI contains one false positive
(yellow mask), two false negatives (red), and two true positives (green masks); the zoomed patch displays one glomerulus with a predominance of true-

positive pixels (green), along with false-negative regions (red)

Another limitation concerns the marked performance
gap between patch-level and WSI-level segmentation
observed with SegGPT. Although the model achieved
high accuracy on cropped patches, performance dropped
substantially when applied to entire WSIs. This reflects
the increased complexity of whole-slide inference, where
variability in tissue quality, staining, and the presence of
non-target structures can hinder segmentation accuracy.

Finally, the models were not evaluated on any external
public dataset. Although this approach is consistent with
methodologies adopted in related studies [9, 12, 13], it
constrains the assessment of model robustness and gen-
eralizability across heterogeneous data sources and scan-
ning conditions.

Conclusions

This study examined glomerular segmentation in both
whole-slide images (WSIs) and cropped samples of
human kidney tissue, with emphasis on the segmenta-
tion of globally sclerotic glomeruli. Four semantic seg-
mentation models were evaluated across three datasets,
revealing that while glomeruli with preserved anatomical
features can be segmented with high accuracy, the mor-
phological deterioration seen in global sclerosis remains
a major obstacle for current methods. Non-foundation
architectures were unable to reliably identify these
lesions, whereas the foundation model, SegGPT, dem-
onstrated markedly superior performance, achieving a
Dice score above 0.37 at the WSI level and approximately
0.74 in the per-crop setting. These results indicate the
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Fig. 4 Examples of best results from SegGPT on the Global Sclerosis test set. From left to right: input image, ground truth annotation, and per-crop
segmentation output for global sclerosis. Green masks denote true-positive pixels, yellow masks indicate false positives, and red masks represent false
negatives



Souza et al. BMC Nephrology (2025) 26:544 Page 11 of 13

Input image Ground truth Per-crop segmentation

Fig. 5 Examples of missed segmentations by SegGPT on the globally sclerotic test set. From left to right: input image, ground truth annotation, and
SegGPT per-crop segmentation output for global sclerosis. Red masks indicate false-negative pixels, and yellow masks denote false positives. The first two
rows correspond to HE-stained images, and the last two rows to PAS-stained images

potential of foundation models to address complex renal For clinical applicability, achieving consistent and
pathology patterns, but also underscore that current high-precision segmentation at the WSI level is critical,
capabilities are still insufficient for direct integration into  as diagnostic interpretation depends on the global dis-
unsupervised diagnostic workflows. tribution and context of lesions. Addressing this chal-

lenge will require future work to incorporate larger and
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more diverse training datasets that include full-slide
images, adopt progressive fine-tuning strategies from
clean patches to complex WSIs, and explore spatial pri-
ors or hierarchical inference mechanisms to maintain
local accuracy while capturing broader contextual infor-
mation. Finally, integrating post-processing techniques
might further enhance segmentation quality by refining
mask boundaries and reducing artifacts.

Abbreviations

SegGPT  Segmentation generative pre-trained transformer
WSIs Whole slide images

HE Hematoxylin and eosin

PAS Periodic acid-Schiff

PAMS Periodic acid-methenamine silver
DL Deep learning

ML Machine learning

mloU Mean Intersection over Union
mDice  Mean Dice similarity coefficient
FSGS Focal segmental glomerulosclerosis

HUBMAP Human BioMolecular Atlas Program
BCE Binary cross-entropy
SOTA State-of-the-Art
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